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1. Introduction
Over the last decade, most enterprises have replaced their voice Time Division Multiplexing
(TDM) PBXs with Voice over IP (VoIP) systems where IP voice traffic shares a converged network
with other applications and services. To deliver a high Quality of Experience (QoE) for their endusers, those enterprises typically configured Quality of Service (QoS) on their networks with the
goal of giving VoIP traffic priority treatment. Using QoS, voice traffic originating from VoIP
phones and video endpoints is marked as higher-priority than other traffic on the network which
instructs routers and switches to forward voice traffic with minimal latency and to minimize
packet loss, thereby emulating a toll-quality TDM experience. A similar treatment is provided for
real-time sensitive IP-video traffic as well.
Today, VoIP systems are being evolved further into Unified Communications and Collaboration
(UC&C) tools that include other communications modalities such as video, instant messaging,
and web conferencing, all using the same converged IP network. The unified communications
experience is typically delivered by software applications running on general-purpose devices
such as PCs, laptops, tablets, and mobile devices, besides special-purpose communications
devices such as VoIP phones.
As a result of the evolution towards UC&C, traditional approaches for managing QoS are no
longer adequate for delivering a high QoE. In particular, it is no longer possible to apply QoS
markings to real-time traffic based on the device from which the traffic originates, since UC&C
endpoints mix voice and video traffic with non-real-time traffic on the same network
connection. In addition, bandwidth consumption of UC&C endpoints tends to vary widely
depending on the media preferences of the end users, which makes it difficult to properly
engineer and manage the network to avoid congestion and packet loss.
Network vendors have responded to this challenge by attempting to identify real-time traffic at
the network level based on inspection of the packet payloads. Unfortunately, this approach is
unreliable at best since it is unable to reflect application policy, and it does not work when voice
and video traffic is encrypted which is typical in enterprise environments.
In addition, UC&C vendors have tried to address oversubscription of higher-priority traffic by
adding Admission Control functionality to their products with the goal of preventing new calls
from entering the network when insufficient capacity is available. Unfortunately, since UC&C
applications have limited visibility into the actual state of the network the admission control
feature can only be based on application-level accounting of the UC&C application’s own traffic
against an application-level model of the network. A significant challenge with the applicationlevel model is that it is very complex to set up properly and becomes stale whenever networking
changes are made that affect bandwidth capacity. As a result, many IT Administrators don’t
bother to configure Admission Control, and even when they do the UC&C applications are
typically unable to make accurate Admission Control decisions.
It has become clear then that the QoE challenge for UC&C cannot be addressed at the network
level exclusively, since networks have insufficient information about application-level policies
and requirements, nor can it be completely solved at the application level since applications
have insufficient visibility into and control over network resource state. A comprehensive
approach to delivering high QoE in UC&C environments requires new mechanisms for allowing
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UC&C applications to signal application requirements (e.g. QoS, bandwidth) to the network and
for allowing the network to expose network admission state information back to the application.
Such mechanisms will close the loop between the applications and the network with the goal of
providing dynamic QoS and Traffic Engineering that optimizes quality to the end users at all
times.
This document describes the use of Software Defined Networking (SDN) to allow UC&C
applications to dynamically negotiate application treatment with the goal of ensuring that any
QoS configurations match the dynamic application requirements. We introduce an Automated
QoE Service that leverages SDN controllers to access and control network elements and that
exposes Automated QoS APIs that allow UC&C applications to negotiate application treatment
with the network.
We first expand on the shortcomings of traditional QoS mechanisms in UC&C environments and
introduce the Automated QoE Service as a solution to these problems. We describe the
interactions between the UC&C infrastructure and the Automated QoE Service, and we propose
a number of functional modules that make up the Automated QoE Service. We then propose a
set of operations and an associated information model for the interactions between the UC&C
infrastructure and the Automated QoE Service.

2. Definitions
Admission Control:

Authorizing admissibility of a multimedia session setup request by a
UC&C application based on CoS Available Bandwidth.

Class of Service (CoS): All traffic from a set of applications that require similar treatment from
the underlying network.
CoS Available Bandwidth: Actual CoS Bandwidth Capacity available for use at a given time.
CoS Bandwidth Capacity: Collective capacity to concurrently accommodate network flows for a
given Class of Service.
CoS Used Bandwidth:

Actual CoS Bandwidth Capacity in use at a given time.

Link:

Connection between network elements

Multiprotocol Label Switching (MPLS): A scalable, protocol-independent transport service
frequently provided by Services Providers as a virtualized WAN services
with Service Level Agreements (SLAs)
Network Address and Port Translation (NAT): The process of modifying IP address and port
information in IP headers while in transit across a network element.
Network Controller:

A logically centralized entity that controls the forwarding behavior of
multiple network elements.

Network Element:

A switching or routing packet-forwarding element

Path:

A collection of links traversed

Quality of Experience (QoE): A measure of a user’s entire experience with a service (e.g. phone
call, video conference, etc.)
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Quality of Service (QoS): A model that provides differentiated treatment for different Classes of
Service
Service Level Agreement (SLA): a contract between a service provider and a customer that
specifies, usually in measurable terms, what quality and reliability of
network services are to be provided
Software Defined Networking (SDN): The physical separation of the network control plane from
the forwarding plane where a control plane controls several devices.
SDN Domain: A network infrastructure all of whose network elements are entirely governed by
the same SDN control plane.
Traffic Engineering:

The set of methods used for optimizing the performance of a network
by dynamically analyzing, predicting, and regulating the behavior of
data transmitted over that network.

UC&C Application:

A virtual network infrastructure running UC&C services offering
prioritized classes of service and bandwidth resources in real-time to
network endpoints; co-residing with other application services in the
network.

Wide Area Network (WAN): A network that covers a broad area (i.e., that links across
metropolitan, regional, national or international boundaries).

3. Problem Statement
To ensure a high Quality of Experience (QoE) for VoIP telephony, network operators have
traditionally deployed a Quality of Service (QoS) model that provides differentiated treatment
for different Classes of Service (CoS). Each Class of Service (or service class) represents all traffic
from a set of applications that require similar treatment (e.g. delay, packet loss, and jitter) from
the underlying network. The required network characteristics for a Class of Service can be
realized through the use of well-defined Per-Hop Behaviors (PHBs) for the traffic in the class.
Each specific per-hop behavior can be achieved through network element mechanisms such as
priority queuing, rate queuing, active queue management, traffic conditioning, etc.
As an example, it has been recommended by industry standardization to use an Expedited
Forwarding (EF) Per-Hop Behavior (PHB) for voice traffic associated with VoIP. As each Network
Element (NE) between source and destination forwards a VoIP packet, the EF per-hop behavior
attempts to emulate a physical wire by implementing a low-latency queue where the delay and
jitter to an outbound link due to packet buffer depth is kept to a small value as is shown in
Figure 1:
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Figure 1. Network Element with Expedited Forwarding Queue

Other Per-Hop-Behaviors implemented by network elements may include Assured Forwarding
(AF) and Class Selector (CS). Assured forwarding allows network operators to provide assurance
of delivery as long as the traffic does not exceed some commited data rate. Class Selector
provides additional types of behaviors that are also backward compatible with network devices
that use the Precedence field in the TOS byte of the IPv4 header to mark priority traffic.
The Per-Hop Behavior of a packet entering the network element is determined by the DS field of
the IP header which contains a 6-bit Differentiated Services Code Point (DSCP) value. For
example, the DSCP for Expedited Forwarding behavior is 46. Correct per-hop behavior for a Class
of Service requires that all traffic associated with the class (and only that traffic) is marked
correctly with the appropriate DSCP value.
Note that the discussion so far only describes QoS treatment of IP packets. IP packets are
typically encapsulated in Layer 2 or MPLS networks, or further in other IP packets. We assume
that IP QoS markings are translated appropriately into the corresponding QoS headers of the
encapsulating technology so that QoS treatment can be preserved at lower layers of transport
as well.
One challenge with the Class of Service model is that the ingress rates for the Expedited
Forwarding queue must be less than the committed egress rates for that class in order to avoid
dropping packets, since too many dropped packets will cause significant voice and video quality
degradation. Moreover, as shown in Figure 2, packet drops due to queue overflow can affect all
active real-time voice and video sessions, not just the last session to become active.
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Figure 2. VoIP Quality Degradation due to Dropped Packets

To prevent dropped packets, network operators must carefully configure the bandwidth
capacity and committed rates available for each Class of Service based on anticipated traffic
patterns and Service Provider-negotiated Service Level Agreements (e.g. MPLS SLA). This
configuration must be applied not just at the Service Provider network edge, but at all
intermediate potential choke points in the network (e.g. WAN routers, wireless access points,
over-subscribed LAN links) since end-to-end bandwidth available for a session is determined by
the narrowest links along the path.
The process of configuring bandwidth for each Class of Service is called Traffic Engineering (TE)
of Class of Service Bandwidth. It is the process of dividing up the total available link capacity
between the various Classes of Service sharing that link. Traffic Engineering allows network
operators to assign the maximum bandwidth available for traffic in each Class of Service in order
to ensure suitable performance of all applications sharing the network when oversubscribed.
Note that even with careful Traffic Engineering and correctly configured per-hop behaviors
UC&C traffic might still suffer from performance problems (e.g. when traffic demands exceed
the configured bandwidth for the Class of Service it uses because of large scheduled events or
unexpected peaks in utilization). To prevent the committed rate for a Class of Service from being
exceeded, the UC&C application must ensure that the maximum number of concurrent calls and
sessions does not exceed the available bandwidth in the corresponding Classes of Service along
the entire network path. The set of mechanisms for allocating available bandwidth in a given
Class of Service to individual sessions is referred to as Admission Control (AC). Most UC&C
applications available in the market today include an Admission Control feature.
While these QoS mechanisms are well understood they suffer from a number of shortcomings
that make them ill-suited for large-scale UC&C deployments.
The remainder of this section describes shortcomings in the following three areas:
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1. QoS Marking
2. Admission Control
3. Traffic Engineering

QoS Marking
Deploying real-time media on enterprise networks requires creation of QoS policies to correctly
mark DSCP values for real-time voice and video traffic. In the last decade as VoIP technology got
pervasively deployed, a model for QoS marking was evangelized by most industry networking
companies in which voice was separated from other network traffic using a VLAN model. This
lock down model put voice and data traffic on separate VLANs and only traffic from the voice
VLAN was marked for Expedited Forwarding (EF) behavior as shown in Figure 3.
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Figure 3. VLAN-Based QoS Marking Model for VoIP

This model was designed so that only purpose-built VoIP handsets could gain admittance to the
voice VLAN based on a VoIP device credential or voice VLAN auto-discover policy assigned by
the IT administrator (i.e. no user device could gain access to the voice VLAN). This deployment
model was ubiquitously prescribed by networking vendors for various reasons, including the
ability to mitigate malware and to prevent Denial of Service (DoS) attacks on the mission critical
VoIP service.
Unfortunately, with the evolution of VoIP to Unified Communications and Collaboration (UC&C)
the above QoS marking model has become problematic:
•

•

Since converged UC&C endpoints support many applications, voice, video, and data are now
typically converged over a single network interface which precludes using VLAN technology
for assigning unique QoS markings for different traffic classes originating from the same
endpoint.
While it is theoretically possible to multiplex streams originating from the endpoint into
multiple VLANs based on which application class generates these streams, standard
endpoint devices do not support multiple VLANs concurrently.
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•

Some UC&C endpoints attempt to address this issue by applying QoS markings to voice and
video traffic directly in the endpoint device. However, this approach is unreliable since
neither the endpoint nor the applications running on the endpoint are typically trusted by
the network administrator. This is because it is way too easy for users or applications to
accidentally or maliciously assign an incorrect QoS marking. Since most networks do not
trust QoS markings applied by endpoints, network policies typically remark untrusted traffic
to Best Effort as shown in Figure 4:
Marked by UC&C endpoint for WMM
and DSCP
• Voice - Expedited Forwarding (EF)
• Video – Assured Forwarding (AF)
• Data - Best Effort (BE)

PSTN
802.1P
Classifier

Behavioral Aggregate
Classifier for EF, AF &
BE Traffic

UC&C Infra
Voice, Video &
Data Traffic
(802.1p and
DSCP Marked)

Scheduler for EF, AF Scheduler
& EF Traffic with
for EF, AF &
Mappings from
BE Traffic
DSCP to 802.1p

Scheduler for
EF, AF & EF Traffic
with Mappings from
DSCP to 802.1p if
needed
Access
Switch

Remark QoS for
Untrusted Traffic
Bestto
Effort
Voice, Video &
Data Traffic
(802.1p and
DSCP Marked)

Wi-Fi
AP

Data
Termina
l

Marked by UC&C endpoint for DSCP
• Voice - Expedited Forwarding (EF)
• Video – Assured Forwarding (AF)
• Data - Best Effort (BE)

Figure 4. Challenges with VoIP QoS Marking Model for Unified Communications

Other advanced QoS techniques rely on Deep Packet Inspection (or DPI) policies configured
within the network infrastructure to classify traffic based on its contents and apply QoS
markings based on this classification. Unfortunately, these techniques are increasingly
unreliable because of a growing trend in enterprise networks to encrypt all calls and signaling
traffic end-to-end by default.
To address these challenges, alternate approaches for assigning QoS markings at the ingress of
the network are required. This document describes an approach that allows UC&C applications
to dynamically request QoS markings by leveraging Software-Defined Networking (SDN). With
the approach described in this document, QoS markings are no longer applied based on static
VLAN tags or statically assigned network policies, but instead are based on dynamic flow
parameters such as IP address and TCP/UDP port information. These flow parameters are
specified dynamically by the UC&C application at call setup time via an application programing
interface (API) exposed by an Automated QoE Service. The Automated QoE Service translates
end-to-end QoS requests from UC&C applications into dynamic QoS policies on each of the SDNenabled network elements at the ingress of the network.
Note that as with earlier QoS marking approaches, the core of the network is assumed to trust
the QoS markings that are dynamically applied at the network ingress. No attempt is made to
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dynamically apply QoS markings within the network core. While this is something the
Automated QoE Service could implement, it is outside the scope of this document.

Umbrella Admission Control
As stated before, most UC&C applications available in the market today include an Admission
Control (AC) feature that stops users from placing calls when there is insufficient bandwidth on
the network within the corresponding Class of Service to support these calls. However, there are
a number of challenges with AC support in UC&C applications:
•

Admission control typically relies on an application-level accounting model of the network
that needs to be manually configured by the UC&C administrator. Managing this network
model is challenging for the following reasons:
-

-

The network model is typically configured manually by an administrator, not
automatically by the system. Configuring this correctly is very complex and time
consuming.
The model tends to be static and unable to respond to dynamic network changes or
upgrades to the network infrastructure. This results in configuration drift where the
model gets out of sync with the actual network topology over time. As a result,
correctness of the model cannot be ensured.

More automated mechanisms are required to ensure that the network model is accurate
when first created and that it remains up-to-date whenever the network changes.
•

Today, each UC application implements Admission Control based on the assumption that it
is the only high priority application on the network. As a result, any accounting of actual
UC&C bandwidth use only reflects traffic associated with that UC&C application. In reality,
multiple UC&C or other high priority applications may share the same Class of Service in a
network, but each application is unaware of traffic managed by other applications. In order
to correctly account for all higher priority Classes of Service an Umbrella Admission Control
system is required that coordinates admission control for all applications sharing a high
priority Class of Service for the same network.

Traffic Engineering
In most enterprise networks bandwidth allocation for different Classes of Service is typically
based on simple rules of thumb. For example:
•
•

30% of link capacity is available for real-time traffic
Of the available capacity for real-time traffic, 10% can be used for voice and 20% for video

An example of such a rule of thumb is shown in Figure 5:
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Figure 5. Allocating Bandwidth to Different Classes of Service

The problem with such rules of thumb is that they may not match actual traffic requirements. In
addition, these rules result in a one-size-fits-all approach that may not be appropriate when
different links have dramatically different bandwidth capacities or service provider SLAs. On
some links, allocating 20% of the bandwidth capacity to real-time traffic may be too much
whereas on other links 20% may be insufficient to support normal call patterns.
As a result, these rules of thumb often create a mismatch between offered capacity and real
bandwidth requirements. More dynamic approaches are required that attempt to optimize
bandwidth based on actual network utilization. This introduces the need for two flavors of
dynamic Traffic Engineering:
•
•

Dynamic Traffic Engineering of bandwidth capacity for each Class of Service: optimize how
total link capacity is allocated to various Classes of Service (CoS) sharing the same link.
Dynamic Traffic Engineering of media paths: route media along a path that is best able to
meet performance requirements (rather than along the “default” shortest path). This is a
form of Policy Based Routing (PBR) that dynamically determines routes based on
administratively-defined policies, rather than traditional destination-based routing.

4. Automated QoE Service
To address the QoS challenges outlined above, this document introduces an Automated QoE
Service that dynamically configures QoS infrastructure to ensure a high Quality of Experience
based on requested UC&C traffic loads. The functional architecture of the Automated QoE
Service is shown in Figure 6 below:
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Figure 6. Automated QoE Service Overview

As shown in Figure 6, the Automated QoE Service includes the following functional modules:
1. Dynamic QoS Marking: this module is responsible for applying the appropriate QoS markings
to media flows associated with UC&C sessions:
-

It allows UC&C applications to request Class of Service treatment for UC&C traffic.
It maps the Class of Service treatment as requested by the application onto the actual
QoS capabilities of the underlying network. For example, it could translate Class of
Service specifications to DiffServ Code Points (DSCP) or Wi-Fi Multimedia (WMM)
markings.

2. Admission Control: this module decides the Class of Service and the bandwidth to be
allocated in response to the resource request:
-

-

It regulates access to bandwidth resources across all the Class of Services. For example,
multiple UC&C applications or different classes of users may compete for a limited set of
low-latency queuing resources. The admission control module decides how to allocate
these resources on a session-by-session basis, which may result in some sessions being
assigned to a different Class of Service than what was requested by the UC&C
application.
Bandwidth requests for new sessions may result in oversubscription of a Class of Service
on certain links. To prevent oversubscription, the Admission Control module may reject
the new session. Alternatively, based on policy, the admission control module may
reduce the bandwidth requested (e.g. for UC&C applications that support compression
codecs or dynamically scalable codecs) or reallocate bandwidth assigned to previous
sessions to allow the new session on the network.
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3. Dynamic Traffic Engineering: this module governs the allocation of total available link
capacity to the different Classes of Service as well as path selection based on available link
capacity:
-

-

It automatically determines how much bandwidth the network must reserve for each
Class of Service based on an administratively assigned policy.
It can dynamically change the assigned bandwidth for different Classes of Service based
on requested UC&C traffic loads.
It maps the bandwidth guarantees as determined by policy onto the actual Traffic
Engineering capabilities provided by the underlying network. For example, it could
configure queue committed rates maintained in individual network elements.
It determines alternate paths for media traffic when the default path is unable to
provide the requested Class of Service.

4. Policy: this module allows Administrators to create the necessary policies for the QoS
Marking, Admission Control, and Traffic Engineering modules.
Aside from these four modules, we also anticipate the need for a Diagnostics module to enable
closed the loop between UC&C applications and the network. This Diagnostics module tracks
errors and failures, obtains QoE metrics for voice and video flows on the network, collects
statistics, and makes them available to UC&C applications. A more detailed discussion of the
Diagnostics module is left to a different use case document.
Note that the Automated QoE Service leverages network services exposed by the Network
Controller. Specification of the interfaces to these network services is out of scope for this
document although the use case presented in this document may provide input into the
requirements for the network services north-bound interfaces.

Deployment Options
Not all of the functions described in Figure 6 need to be provided by an Automated QoE Service
implementation. Figure 7 shows different combinations of functionality that deliver increasingly
sophisticated capabilities:
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Figure 7. Options for Deploying Automated QoE Service Functionality

Page 13 of 47

1. The only mandatory functionality in the Automated QoE Service is Dynamic QoS Marking in
response to requests from the UC&C infrastructure. Note that this function is driven by
corresponding policies in the Policy module.
2. As a first option, Dynamic QoS Marking functionality can be augmented with Admission
Control functionality that makes policy decisions about whether the requested flows are
admitted in the specified Class of Service and about how much bandwidth can be allocated
to these flows. With AC enabled, only those flows that are admitted on the network by the
AC module are marked dynamically with the Dynamic QoS Marking module.
3. A second option adds Dynamic Traffic Engineering functionality to increase or decrease the
total available bandwidth for various Classes of Service or to determine alternate paths
based on actual traffic loads. The Dynamic Traffic Engineering module must be used in
conjunction with the Admission Control module since the AC module performs the
necessary bandwidth accounting to track actual traffic loads.

Benefits
The Automated QoE Service delivers the following benefits to UC&C applications:
•

•

•

•

•

•

Trusted QoS markings are achieved by emulating the same QoS lockdown model as used in
the legacy VoIP VLAN construct but from any UC&C capable endpoint. The resulting QoS
marking solution does not rely on VLAN technology, but does support VLANs.
The Automated QoE Service dynamically programs automated QoS policies requested by
UC&C applications (including when clients are mobile and fluid) rather than static QoS
policies manually configured by network administrators. Not only does this mitigate QoS
misconfiguration due to human error, it also simplifies and lowers the cost of managing QoS,
since it does not rely on ongoing manual network audits or network assessments.
The solution supports heterogeneous switch and router environments by leveraging
network controllers that abstract away the differences between products from different
vendors.
It dramatically simplifies and increases the value of admission control, since admission
control is automated and provided as an umbrella service to all UC&C applications which
allows for accurate accounting of all UC&C traffic. In addition, admission control is based on
actual network state rather than on an administrator-configured application-level model of
the underlying network.
It allows for dynamic Traffic Engineering polices which is necessary when clients are mobile
and fluid. This dramatically increases the likelihood of Traffic Engineering infrastructure
matching the requirements of the UC&C applications, with a high Quality of Experience to
the end users as a result.
The Automated QoE Service simplifies and lowers the cost of deploying Traffic Engineering
and mitigates Traffic Engineering misconfiguration due to human error. In addition, it avoids
the need for ongoing manual network audits or network assessments.

5. Assumptions
The remainder of this document specifies the interactions between the UC&C applications and
the Automated QoE Service and describes how the Automated QoE Service responds to
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requests from UC&C applications. The discussion in this document makes the following
assumptions:
•

•

•

The use cases described in this document assume that all UC&C signaling is routed through
centralized UC&C server components (such as SIP proxies, call processing servers, SBCs, etc.)
and that all interactions between the UC&C application and the Automated QoE Service are
initiated by those UC&C servers. While the architecture presented here does not preclude
UC&C endpoints from interacting directly with the Automated QoE Service, such direct
endpoint interactions introduce a number of security and scalability concerns that are
outside the scope of this document.
This document assumes that the Network Controller controls all the relevant network
elements involved in UC&C sessions. Specifically, it assumes that these Network Controllers
control the ingress network elements through which voice and video traffic enters the
network. It does not consider scenarios where voice and video traffic travels through a
number of traditional network elements before reaching a network element that is under
control of the Network Controller. While it is intended that hybrid SDN and legacy networks
can be supported, this is not considered in the use cases presented in this document.
The use cases presented in this document focus on deployments within networks managed
by a single Network Controller. While it is intended that federation between multiple SDN
controllers can be supported, this is not considered in this document. Federation scenarios
may include the following:
-

-

•

Sessions where some users are within one enterprise network and others in the same
session are within a different enterprise network, both managed by different Network
Controllers.
Enterprise network environments where campus networks and branch office networks
are linked through a service provider MPLS network. In such environments, the MPLS
network could be under control of a service provider Network Controller whereas the
campus and branch office networks are under control of the Enterprise’s Network
Controllers.
Virtual network environments where virtual overlay networks are managed by different
Network Controllers than the physical underlays.

This document does not cover scenarios where Network Address Translation (NAT) is used
between different portions of the network. We will present complications introduced by
NAT but defer a discussion of possible solutions to future versions of this document.

6. QoS Marking
As explained in Section 2, the QoS approach presented in this document relies on an Automated
QoE Service for ensuring correct QoS markings on voice, video and other interactive application
traffic, like desktop sharing entering a network. The Automated QoE Service interacts with an
SDN Controller to obtain information about the network topology. For the purpose of applying
QoS markings, it uses this topology information to identify the network elements through which
voice and video traffic for specific sessions enters the network. The Automated QoE Service then
interacts with the SDN Controller for configuring QoS polices on individual network elements
dynamically. These QoS policies can be invoked and retracted in near real-time.
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Detailed interactions between the UC&C infrastructure and the Automated QoE Service will be
illustrated using the sample network topology as shown in Figure 8:
Automated QoE Service
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Access
Switch
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Access
Switch

Branch 1

Figure 8. Sample Topology for Automated QoS Use Case

As stated before, for simplicity sake this document assumes that this network is entirely under
control of a single Network Controller. The following presents the detailed flow and logic for
applying QoS markings in this topology. We discuss handling of UC&C signaling traffic as well as
UC&C media traffic. While we briefly touch on more advanced scenarios that involve Network
Address Translation (NAT), virtual networks, roaming endpoints, etc. a detailed discussion of
such scenarios is outside the scope of this document.
Note that the sections below assumes that a network management system or human operator
has configured the network to make Best Effort the default QoS treatment for all traffic entering
the network and the core of the network has been configured to trust the QoS markings that are
dynamically applied at the network ingress.

Dynamic QoS for UC&C Signaling Traffic
Dynamic QoS for UC&C signaling traffic is handled as follows:
1. When UC&C Infrastructure starts up, it authenticates with the Automated QoE Service to
establish a secure API connection.
2. The UC&C Infrastructure then interacts with the Automated QoE Service to request that
UC&C Signaling traffic be processed using the appropriate Class of Service. In response, the
Automated QoE Service programs an additional QoS policy on edge network elements to
ensure that UC&C signaling is marked using a higher prioritization CoS. Alternatively, in
OpenFlow-based environments, the Automated QoE Service could create a reactive policy
that causes QoS policies to be dynamically programmed on specific network elements in
response to the first signaling message entering the network or a specific network element.
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UC&C signaling traffic is identified using the well-known transport and port numbers used
by the UC&C signaling protocol. The QoS policy can also include the IP address(es) of the
UC&C infrastructure to make sure that only signaling traffic sent to the UC&C infrastructure
receives preferential treatment.
Figure 9 below shows an example UC&C application that uses SIP over SSL as the signaling
protocol. SIP over SSL uses TCP on port 5061. This SIP traffic is remarked by the signaling
traffic QoS policy with DSCP Class Selector 3 (CS3).
Automated QoE Service
Mark SIP
Signaling CS3

create_policy

AP

Wi-Fi

Access
Switch

Branch 2

Access
Switch
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Figure 9. Creating a QoS Policy for UC&C Signaling Traffic

Note that the UC&C Infrastructure may install bandwidth rate limits on the signaling traffic
(based on estimated message traffic) to mitigate Denial of Service attacks in the signaling
CoS.
3. When a user starts the UC&C user agent, that user agent exchanges signaling traffic to
register with the UC&C infrastructure. Using the QoS policy previously installed by the
Automated QoE Service, this UC&C signaling traffic between the user agent and the UC&C
infrastructure is remarked to a higher priority class (in this example CS3).
The UC&C infrastructure can optionally install additional policies to ensure only signaling
traffic from authenticated or known users are treated at a higher priority.
4. When a user initiates a UC&C session, its user agent exchanges signaling protocol messages
with the UC&C infrastructure to request the start of a session. Using the QoS policy
previously installed by the Automated QoE Service, this UC&C signaling traffic between the
user agent and the UC&C infrastructure is remarked to a higher priority class (in this
example CS3)
In response to a request to initiate a session, the UC&C Infrastructure further exchanges
signaling protocol messages with the UC&C endpoint destination as specified by the session
initiator. Leveraging the same QoS policy, this signaling traffic also receives the appropriate
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priority treatment. Figure 10 shows the SIP signaling traffic and its associated QoS treatment
as applied by the Automated QoE Service.
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Figure 10.

Automated QoS Treatment of UC&C Signaling Traffic

5. Once a session has been established, the UC&C endpoints involved in that session may
exchange additional signaling messages to manage the session or to terminate the session.
Just like the initial session setup messages, these signaling messages will receive priority
treatment as specified by the QoS policy.

Dynamic QoS for UC&C Media Traffic
Whereas QoS policies for UC&C signaling traffic are pre-programmed by the Automated QoE
Service as a persistent policy at start-up time, QoS policies for UC&C media traffic are
programmed dynamically in response to session initiation requests. This section describes the
sequence of events involved:
1. The UC&C user agents that are involved in a session exchange signaling messages through
the UC&C infrastructure to negotiate the media flows involved in the session as shown in
Figure 10 above. Note that most UC&C sessions involve multiple media flows:
a. Interactive sessions require at least two flows (one uni-directional flow in each
direction).
b. Sessions may involve more than one media type, with each media type typically using a
separate flow (e.g. video or presentation data as well as audio).
c. Multiple streams of the same media type may be involved (e.g. stereo audio, or
presentation video as well as live camera video).
The UC&C user agents involved in the session start exchanging these media flows as soon as
the session has been established. Unlike signaling traffic, media traffic is typically not routed
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through the centralized UC&C infrastructure and media traffic may be sent directly between
the user agents using a peer-to-peer model.
2. Each of the media flows associated with a UC&C session can be uniquely identified using a 5
tuple consisting of the flow’s source IP address, destination IP address, network protocol,
source port, and destination port. The UC&C infrastructure extracts this 5-tuple for each of
the flows from the signaling messages exchanged by the UC&C user agents involved in the
session.
Once the UC&C infrastructure has extracted information about the set of flows involved in
the session, it instructs the Automated QoE Service to create the necessary QoS policies to
ensure that these flows receive the appropriate QoS treatment as shown in Figure 11.
Requests to create QoS policies include the following information for each of the flows:
a. The 5 tuple that uniquely identifies the flow
b. A set of parameters that specify which QoS treatment each flow should receive. Using
the QoS model presented earlier, requested QoS treatment will be expressed by
specifying the Class of Service for the media flows as will be discussed in more detail
below.
Note that media traffic may start flowing (e.g. early media) before the UC&C infrastructure
has notified the Automated QoE Service of these media flows (and consequently before the
Automated QoE Service has programmed any QoS policies on the relevant network
elements). Media traffic does not block while waiting for the associated QoS policies. As a
result, media traffic will initially get processed by the network elements without QoS
treatment and will be forwarded as Best Effort (BE) traffic as shown in Figure 11.
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Figure 11.

UC&C Request to Apply QoS Treatment to Media Traffic

3. In response to a QoS policy request, the Automated QoE Service does the following:
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a. It determines the ingress network elements for the media flow(s) specified by the 5
tuples in the QoS policy request (as stated previously, this use case assumes that the
end users’ devices connect to an edge device that is under SDN control).
b. It installs the appropriate QoS policies on these network elements based on the QoS
parameters contained in the policy requests.
Note that this may involve translating QoS-related parameters into specific DSCP markings.
The specifics of how such translation is handled is vendor and implementation-specific and
outside the scope of this document.
As soon as the Automated QoE Service programs the QoS Policies associated with the media
flows, the ingress switches apply the new policy and retag the media flows from the Best
Effort CoS to the CoS as specified in the QoS policy (typically EF CoS for voice). All traffic
originating from end points that contain the 5 tuple addressing of the media stream will get
remapped to the specified QoS policy.
Figure 12 shows how the Automated QoE Service programs QoS policies on the ingress
network elements for the media flows which results in Expedited Forwarding (EF) treatment
for those flows.
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Figure 12.

Automated QoS Treatment of Media Flows

4. Once the session is over the UC&C infrastructure sends a request to the Automated QoE
Service to remove the associated QoS policies from the network elements. In addition, the
Automated QoE Service should age out all QoS policies when it loses connectivity with the
UC&C infrastructure. And finally, an aging function can be invoked so that QoS policies can
be deleted if no traffic is detected after a certain period of time.
The main value of the Automated QoE Service is simplified and accurate QoS policies and that
the network is locked down from malicious tampering with the EF queue and only authorized
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UC&C flows are allowed in the EF queues even if the UC&C endpoint(s) are simultaneously
running voice, video and data from a single converged network interface and/or is mobile.

Updating QoS Policies
While most QoS policies are created at the start of a session and left unchanged for the duration
of that session, there is also an option for the UC&C applications to update policies in the middle
of a session to make sure that the SDN controller has the correct information about the
network-related aspects of the session at all times. For example, audience members in a
webinar typically participate in view-only mode and receive one-way media streams from that
webinar. However, the webinar system might allow audience members to ask questions onscreen. When an audience member asks a question, that audience member’s endpoint
temporarily switches to bidirectional audio and video so they can be heard and seen by other
webinar participants. The webinar system should update QoS policies for this participant
dynamically to reflect the fact that bidirectional media are being used.

Handling Network Address Translation
Network address and port translation (NAT) introduces a number of complications that need to
get handled:
1. Each NAT domain likely corresponds to a separate SDN domain as well. This means that in
order to configure QoS in an end-to-end fashion, federation between these SDN domains is
required.
2. When identifying flows using network information, the API needs to clearly specify pre-NAT
or post-NAT information depending on which domain is handling the flow.
Network Address Translation introduces the requirement for federation between Automated
QoE Services in different domains. Interface specifications for federation are outside the scope
of this document.

Handling Roaming Endpoints
The Automated QoE Service needs to correctly handle roaming endpoints on wireless networks:
•

•

Many wireless networks organize multiple access points (APs) into a single wireless layer 2
roaming domain. Assuming Layer 2 QoS has been setup correctly in response to Layer 3 QoS
marking, roaming endpoints do not introduce any new QoS requirements in such
environments, and as such layer 2 roaming is transparent to the UC&C application. Only the
Automated QoE Service needs to be roaming-aware so it can correctly program the QoS at
the new network connection point.
In other wireless networks, endpoints may roam between access points that are in different
Layer 3 domains, but endpoints maintain the same IP address using Mobile IP or roaming
tunnel technologies and for these types of solutions layer 3 roaming is also transparent to
the UC&C application. In such environments, the Automated QoE Service may need to be
roaming-aware so it can correctly account for the tunnel between the roaming endpoint and
its “anchor” networks and to correctly program the QoS at the new network connection
point. As previously noted, properly mapping priorities into tunnels is a general issue for all
kinds of transports, including inter-domain scenarios. A more detailed description of QoS
markings for tunneled transport is deferred to future versions of this document.
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•

Endpoints that roam between different mobile (4G/LTE) and wireless (Wi-Fi) networks will
require new IP addresses on the different network interfaces, and the UC&C application
may establish a new “make-before-break” UC&C session and then terminate any prior
existing UC&C sessions. New QoS treatment will be applied when the UC&C application
establishes what appears like a new call, and no extra requirements are put on the
Automated QoE Service.

In addition, if roaming within a wireless roaming domain fails for any reason (e.g. signal out of
range, insufficient capacity, authentication failure, etc.) the Automated QoE Service should be
notified and may need to send an error code to the UC&C infrastructure.

Programming Flows on Virtual Networks
The interactions in the previous section apply to campus networks where SDN Controllers
control physical networks. In data centers, however, physical network edge switches are rapidly
being replaced with virtual switches bundled with hypervisor software. To simplify provisioning
and to ensure isolation between multiple tenants or applications sharing the same physical
infrastructure, virtual switches are often interconnected using virtual overlay networks that
encapsulate virtual switch traffic inside a set of tunnels running on the physical underlay.
Virtual overlays complicate the Dynamic QoS use case, since QoS markings are applied at the
edge to application packets, which then end up as “payload” encapsulated inside the virtual
overlay tunnels. To ensure proper QoS treatment, SDN controllers must ensure that the QoS
markings on the payload are transferred to the packet headers of the tunnels that encapsulate
the payload.
Two approaches are possible to ensure that QoS markings are transferred from the virtual
overlays to the physical underlays in a secure manner:
•
•

Deploy one controller that manages both the physical underlay as well as the virtual overlay
Deploy two separate controllers, one for the virtual overlay and one for the physical
underlay. These controllers must establish a trust relationship between them that allows
them to communicate directly in a federated fashion.

Dynamic QoS Flow Diagram
The following diagram shows the dynamic QoS marking process flow:
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Dynamic QoS Marking Process Flow Diagram

The flow is as follows:
1. The Automated QoE Service receives a QoS request from the UC&C application. It extracts
the various Media Elements from the Session Element contained in this request.
2. For each of the Media Elements in the Session, the Automated QoE Service takes the
following steps:
c. It determines the appropriate QoS markings as follows:
i.
ii.

iii.
iv.

The Automated QoE Service extracts the requested Class of Service.
It checks if the QoS policy allows the session to use the requested Class of Service. If
not, it determines (again based on QoS policy) which Class of Service can be granted
instead. Note that the Granted Class of Service could be Best Effort.
It maps the Class of Service granted to the session into the corresponding Per-Hop
Behavior based on the QoS Mapping policy configured by the Administrator.
If there is no additional bandwidth available, the flows are degraded to Best Efforts
if allowed by policy. If not, the call is rejected.

d. It programs these QoS markings on the ingress network element as follows:
v.
vi.

It extracts the source addresses in the flow descriptions contained in the Media
Information Element.
It then queries the Topology module in the Network Controller for the network
elements that contain the network interfaces on which these source addresses are
configure.
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vii.

It instructs the Network Controller to program QoS policies on these network
interfaces to make sure that the specified flows are marked with the specified QoS
markings.

QoS Marking Policy
The behavior of the QoS Marking modules is governed by a number of policies that can be
configured by administrators. These policies may include the following capabilities:
•

•

•

Defining the available Classes of Service: the Automated QoE Service allows UC&C
applications to request QoS treatment by requesting bandwidth in specific Classes of
Service. While this document will suggest a number of Classes of Service that can be
exposed by an Automated QoE Service, it is up to each implementation to decide which set
of Classes of Service to provide. The exact set of Classes of Service can be specified by policy.
Access control: QoS Marking policies may regulate access to Classes of Service. For example,
not all users or all devices may be authorized to use the low-latency queue. As explained
before, requests for access to a Class of Service are directed to the policy module. The policy
module decides whether access to the requested Class of Service is granted or if a different
Class of Service needs to be used.
QoS Mapping: While UC&C applications express desired QoS treatment in terms of Classes
of Service, network elements implement QoS through specific Per-Hop Behaviors. This
means that the Automated QoE Service needs to map each of the Classes of Service into
associated Per-Hop Behaviors (PHBs) for the various network elements. This mapping may
be different for different network elements, since wireless access points may not provide
the exact same set of per-hop behaviors as wired routers. In addition, network operators
may decide to only provide a small set of per-hop behaviors, in which case multiple Classes
of Service may map onto the same Per-Hop Behavior (this may be useful for Admission
Control and Traffic Engineering purposes as will be discussed later). The mapping of Class of
Service to Per-Hop Behavior is based on policy.

7. Admission Control
The previous section introduced mechanisms that allow UC&C applications to request QoS
treatment from the Automated QoE Service and it described how the Automated QoE Service
dynamically applies QoS markings in response to these application requests. This section
introduces an Admission Control module that first applies policy before granting QoS treatment
and applying the corresponding QoS markings. As a result of Admission Control policy, the
Automated QoE Service may apply different QoS treatment or bandwidth allocation than what
was requested by the UC&C application.
Bundling admission control functionality with the Automated QoE Service addresses the two
major limitations of current call admission control features:
1. By integrating with the network controller, admission control decisions can be based on an
accurate and up-to-date view of the physical network topology, rather than on an
application-level accounting model of the network topology that was manually configured
by IT administrators.
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2. By providing admission control functionality as a coordinated service, the admission control
module has visibility into media traffic for all UC&C applications or other high priority
applications, rather than just the UC&C application with which it is integrated.

Admission Control Operation
The main goal of Admission Control policies is to avoid oversubscription of higher-priority
Classes of Service on the network. It accomplishes this goal by making sure that bandwidth used
by UC&C applications doesn’t exceed the physical capacity of network links. This is done as
follows:
•

The Admission Control module interacts with the Topology module in the Network
Controller to determine:
-

•

•

•

The total bandwidth capacity for each of the links in the network topology.
The distribution of total bandwidth capacity to the different Classes of Service for each
of the links in the network topology.

The Admission Control module then treats the total bandwidth capacity in each of the
Classes of Service as a bandwidth resource pool for that Class of Service from which to
allocate bandwidth.
Bandwidth is allocated from bandwidth pools in response to requests from UC&C
applications. Bandwidth is returned to bandwidth pools when UC&C sessions are
terminated.
By keeping track of how much bandwidth has been allocated in each Class of Service, the
Admission Control module knows how much remaining bandwidth is available for additional
concurrent sessions.

Admission Control policies come into play when bandwidth capacity limits are reached, as will
be discussed below.
Note that Admission Control is not just limited to the start of a session. Occasionally, it may be
necessary for the Automated QoE Service to change the bandwidth allocated to flows in the
middle of a session. For example, the bandwidth capacity on wireless networks might fluctuate
because of temporary interference or because other factors. The Automated QoE Service could
respond to such fluctuations by adjusting QoS treatment of flows already in progress. When the
Automated QoE Service changes the QoS treatment of a session (and specifically the amount of
bandwidth allocated), it needs to notify the UC&C application managing that session of those
changes. This is done by sending asynchronous notifications from the Automated QoE Service to
the UC&C application. These notifications contain information about the updated QoS
treatment of the session.
In response to such events, the UC&C application may take various actions as appropriate, for
example:
•
•
•

Changing audio and/or video codecs to optimize user experience within the constraints of
the new QoS treatment.
Turning video calls into audio-only calls.
Terminating the session altogether (e.g. if the new QoS treatment cannot deliver an
acceptable user experience).

Page 25 of 47

In addition, the UC&C infrastructure may signal QoS changes all the way to the UC&C endpoints.
For example, wireless endpoints may need negotiated QoS information so they can mark traffic
with the appropriate WMM markings. Endpoints also need negotiated bandwidth information
so they can select the optimal codecs for the available bandwidth.

Admission Control Flow Diagram
The flow diagram in the following Figure shows the interactions related to admission control
between the various modules in the Automated QoE Service:
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Figure 14.

Admission Control Flow Diagram

The flow is as follows:
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1. The Automated QoE Service receives a QoS request from the UC&C application. It extracts
the various Media Elements from the Session Element contained in this request.
2. For each of the Media Elements in the Session, the Automated QoE Service takes the
following steps:
e. The Automated QoE Service extracts the requested bandwidth and the requested Class
of Service. It checks if the QoS policy allows the session to use the requested Class of
Service. If not, it determines (again based on QoS policy) which Class of Service can be
granted instead. Note that the Granted Class of Service could be Best Effort.
f.

It also extracts the source and destination addresses from flow description contained in
the Media Information Element. It then queries the Path Computation module in the
Network Controller for the path for the flow. The Path module returns a set of links that
make up the path.

g. For each of the links in the path
viii.
ix.
x.

xi.

It tries to reserve the requested bandwidth from the Granted Class of Service from
the Admission Control Module
The Admission Control module returns the actual bandwidth that can be reserved in
the granted Class of Service specified for the user contained in the request.
If insufficient bandwidth is available the Admission Control module could decide
(based on configured policy) to reserve bandwidth in a lower-priority Class of
Service instead.
Note that actual granted bandwidth could be 0 if there is no bandwidth available in
any Class of Service.

h. After the Class of Service has been determined and bandwidth has been reserved, the
Automated QoE Service continues with QoS Marking as specified in the previous
section.

Admission Control Policy
When bandwidth capacity limits are reached, there may be insufficient available bandwidth in
the requested Class of Service to accommodate new sessions. Administratively assigned
Admission Control policies specify how such scenarios should be handled. Example policies
could include the following:
•

•

Allocate less bandwidth than what was requested. For example, the UC&C application might
request 1Mb/s for a high-definition video call, but only 500Kb/s is available on the network.
The Admission Control module could decide to allocate 500Kb/s and notify the UC&C
application of this decision. The UC&C application must be designed to handle this type of
media compression scenarios and needs to include the minimum bandwidth supported as
part of the new session request. For example, the UC&C application could decide to use VGA
resolution rather than HD for the video call when only 500Kb/s is available or decide to do
an audio only call instead.
The Admission Control system can accept new sessions in a lower Class of Service that has
sufficient available bandwidth for the new call. For example, the UC&C application might
request that an audio conference receives Expedited Forwarding treatment. When there is
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•

•

insufficient bandwidth available in the EF Class of Service, the Admission Control module
might decide to grant Assured Forwarding treatment instead. While this may increase
latency or jitter, users are still likely to receive better audio quality than they would get
without QoS treatment.
The Admission Control system could decide that no QoS treatment can be applied and that
the session can only receive Best Effort treatment. In this scenario, users experience the
same audio and video quality as they would without QoS on the network. Optionally, the
Automated QoE Service could decide to limit the number of Best Effort UC&C sessions on
the network to make sure they don’t starve other important data applications sharing the
Best Effort class.
In the worst-case scenario, Admission Control systems may reject sessions altogether and
not even allow them in the Best Effort class. In that case UC&C clients should present a busy
signal to the end user (similar to what’s used when no circuits are available in the TDM
world). While this is a draconian decision that isn’t very user-friendly, this is a policy option
that an IT administrator ought to be able to configure

Note that more sophisticated policies can be included as well. For example, when insufficient
bandwidth is available for high-priority sessions, Admission Control modules can attempt to
reduce bandwidth that was previously allocated to other sessions. Of course, the Automated
QoE Service needs to notify UC&C applications when bandwidth needs to be reduced for
existing sessions. In response to such reduction in bandwidth, UC&C applications may need to
compress calls further (e.g. by switching to different codecs that use lower bandwidth).

8. Dynamic Traffic Engineering
Traffic Engineering refers to the set of methods used for optimizing the performance of a
network by dynamically analyzing, predicting, and regulating the behavior of data transmitted
over that network. In the context of this document, we investigate the following two aspects of
Traffic Engineering:
1. The dynamic allocation of the appropriate amount of bandwidth to each Class of Service
with the goal of optimizing the performance of the traffic in that class. We will refer to this
process as Traffic Engineering of Class of Service.
2. The dynamic steering of traffic along specific paths to improve the application performance
and to optimize the utilization of the network to avoid congestion. We will refer to this
process as Traffic Engineering of Media Paths.

Traffic Engineering of Class of Service
As explained earlier, the typical QoS model deployed today groups traffic from applications with
similar performance requirements into the same Class of Service. The performance
requirements of each Class of Service are then met by configuring different per-hop behaviors
on network elements for traffic from different Classes of Service.
Some Classes of Service can have bandwidth guarantees associated with them that specify how
much bandwidth is available for all traffic in that class on each link. These bandwidth guarantees
can be implemented using committed data rates configured for the queues implementing the
per-hop behaviors associated with the various Classes of Service.
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As shown in the previous section, the available bandwidth in a given Class of Service can
optionally be managed by an Admission Control function that allocates Class of Service
bandwidth on an application-by-application or session-by-session basis.
Traffic Engineering of Class of Service bandwidth involves the following:
1. Managing the allocation of the total available physical link capacity to the various Classes of
Service configured on that link.
2. Managing the mapping of Class of Service bandwidth to committed data rates configured for
different per-hop behaviors on the physical network elements.
This section describes how these Traffic Engineering tasks can be integrated with the Automated
QoE Service.

Discovering Network Configuration Information
On most service provider networks, circuits can be configured with committed rates for
different per-hop behaviors. These committed rates are typically specified by SLAs when the
circuit is ordered from the service provider. Service providers do not usually allow customers to
dynamically change these committed rates after the circuit has been provisioned.
However, service providers should expose information about committed data rates through
network controller Federation APIs since the Automated QoE Service needs this information for
its admission control function. Exposing this information enables a Traffic Engineering discovery
feature in the network controller that provides information about the per-hop behaviors
configured on network elements and any associated committed data rates. This feature can
then be used in conjunction with the topology discovery function and would result in a detailed
and accurate network topology model that includes information about configured data rates for
each per-hop behavior on the various links in the topology.
Figure 15 shows an example network topology and the associated topology model used by the
Automated QoE Service:
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Traffic Engineering Discovery Example

Managing Mappings
The Traffic Engineering discovery feature introduced in the previous section exposes committed
data rates for different per-hop behaviors. The Automated QoE Service uses this information to
determine the available bandwidth for different Classes of Service based on its internal mapping
from Class of Service to per-hop behavior.
This mapping process is complicated by the fact that there may not be a simple one-to-one
mapping from Class of Service to per-hop behaviors. In some deployments, the Automated QoE
Service may map multiple Classes of Service onto the same per-hop-behavior (e.g. because the
physical hardware has only limited QoS support). Even in the case where different Classes of
Service get mapped onto the same per-hop behavior, the Automated QoE Service may still want
to manage bandwidth for each of those Classes of Service separately.
For example, consider a scenario where interactive video traffic and telephony voice traffic
share the same Expedited Forwarding per-hop behavior. In that case, the Automated QoE
Service may still want to separate voice and video into different Classes of Service for admission
control purposes. This allows the Admission Control module to ensure that sufficient bandwidth
is available for voice at all times and to prevent video traffic from starving voice traffic.

Dynamically Changing Class of Service Bandwidth
When the Automated QoE Service maps multiple Classes of Service onto the same per-hop
behavior, it has the ability to dynamically change how the total available bandwidth for that perPage 30 of 47

hop behavior is allocated to different Classes of Service. We refer to this feature as Dynamic
Traffic Engineering of Class of Service Bandwidth.
Dynamic Traffic Engineering ensures that the configured bandwidth for each Class of Service
matches the bandwidth requirements of the associated applications as best as possible. Most
enterprises today adopt simple rules of thumb for deciding how to allocate bandwidth to
different Classes of Service. For example, a typical rule of thumb might allocate 30% of physical
link capacity to real-time traffic, and of that 30% allocate 10% to voice and 20% to video.
Unfortunately, such rules of thumb may not match actual traffic requirements and may not be
appropriate for all sizes of links. Dynamic Traffic Engineering of Class of Service allows the
Automated QoE Service to dynamically optimize bandwidth allocations based on actual
bandwidth requests from applications, based on measured or predicted traffic patterns, or both.
Note that as with all Automated QoE Service modules, dynamic Traffic Engineering is controlled
by policies specified by an administrator. Example policies are shown later in this section.

Changing Network Configuration Information
If and when supported by the underlying network or the network service provider, the Dynamic
Traffic Engineering functionality described so far can be extended to dynamically reconfigure the
Traffic Engineering infrastructure on the physical network elements. This would allow the
Automated QoE Service to not just adapt its own internal mappings but to also change
committed data rates on the physical network to reflect new bandwidth requirements for
different Classes of Service.
For example, consider a configuration as shown in Figure 16 where 30 % of total link capacity is
allocated to real-time traffic. 10% is reserved for telephony voice and mapped onto the
Expedited Forwarding per-hop-behavior, and 20% is allocated to video and mapped onto an
Assured Forwarding per-hop behavior. The remainder of the link capacity is available for Best
Effort traffic.
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Allocating Bandwidth to Different Classes of Service

Based on requests from the applications and based on historical traffic patterns, the Automated
QoE Service decides that more bandwidth is required for real-time traffic. Voice traffic
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frequently exceeds what was expected whereas video bandwidth is slightly overprovisioned.
After reconfiguring data rates, the new bandwidth allocations may look as follows:
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AF
Drop
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Drop
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15%

18%
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Best Effort

67%

Output Link

Video

EF

Network Interface

Figure 17.

Reallocating Bandwidth between Classes of Service

Note that this is a future concept that requires federation between controllers (in particular
service provider controllers).

On-Demand Increase of Total Link Capacity
So far, we have discussed allocation of total link capacity to individual Classes of Service. In the
future some service providers may allow their customers to change total bandwidth of
individual links in an automated and dynamic fashion through APIs as well. The Automated QoE
Service could use those APIs to automate link bandwidth configuration in response to requests
from UC&C applications.
UC&C applications may require additional bandwidth for a variety of reasons:
•

•

To support “one-off” scheduled events: UC&C applications might include a scheduling
system that allows end-users to schedule conferences and reserve the resources required
for those conferences. Using the Automated QoE Service allows UC&C applications to
reserve bandwidth required for those events.
To accommodate increased UC&C usage over time.

Implementers of an Automated QoE Service might want to anticipate these features in their
designs.

Traffic Engineering of Media Paths
The Traffic Engineering discussion so far has focused on optimizing the amount of bandwidth
available in each Class of Service. This section focuses on an alternative Traffic Engineering
approach: rather than making new bandwidth available along the media path selected by the
network, allow the UC&C application to dynamically select a new media path that has available
bandwidth or is best able to meet the application requirements. We will refer to this process as
Traffic Engineering of Media Paths.
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The following figure shows an example:
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Figure 18.

“Shortest path” selected by network routing algorithm.

The figure shows how media traffic is initially routed along the shortest path determined by the
network routing algorithms. However, the Automated QoE Service determines that link A is
congested and decides to route additional media along links B and C instead. The Traffic
Engineering module invokes Network Controller functions to install the corresponding
forwarding rules in the appropriate network elements. The resulting media path is shown in the
following figure:
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Figure 19.

“Optimal path” selected by Automated QoE Service.

The Automated QoE Service leverages its bandwidth accounting functionality to decide which
paths have available bandwidth.
Note that to avoid scalability concerns, it is not necessary in most cases for the Automated QoE
Service to calculate the entire end-to-end media path. In many cases it may be sufficient for the
Traffic Engineering module to limit dynamic traffic steering decisions to a small number of
network elements, like WAN routers and let normal network routing protocols take care of endto-end path selection.

Traffic Engineering Flow Diagram
The flow diagram in the following Figure shows how the various modules in the Automated QoE
Service interact to provide dynamic Traffic Engineering.
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Admission Control Flow Diagram

The flow is as follows:
1. The Automated QoE Service receives a QoS request from the UC&C application. It extracts
the various Media Elements from the Session Element contained in this request.
2. For each of the Media Elements in the Session, the Automated QoE Service takes the
following steps:
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i.

It extracts the source and destination addresses from flow description contained in the
Media Information Element. It then queries the Path Computation module in the
network controller for the path for the flow. The Path module returns a set of links that
make up the path.

j.

For each of the links in the path

xii.
xiii.
xiv.
xv.

The Automated QoE Service extracts the requested bandwidth and the requested
Class of Service.
It requests that bandwidth from the Class of Service from the Admission Control
Module
The Admission Control module returns the actual bandwidth that can be reserved in
the Class of Service specified for the user contained in the request.
Note that actual granted bandwidth could be 0 if there is no bandwidth available or
if the user is not allowed to reserve bandwidth in this Class of Service.

k. If insufficient bandwidth was available on a link, the Admission Control module invokes
dynamic Traffic Engineering:
xvi.

xvii.

l.

First, the Admission Control module requests more bandwidth from the TE module
for the shortest-path router. If more bandwidth can be allocated, the process
repeats.
If the TE engineering module is unable to allocate more bandwidth, it can attempt
to calculate an alternative path. If an alternative path is available, the process
repeats.

If there is no additional bandwidth available or no alternative path with available
bandwidth exists, the flows are degraded to Best Efforts if allowed by policy. If not, the
call is rejected.

m. After the Class of Service has been determined and bandwidth has been reserved
and/or created, the Automated QoE Service continues with QoS Marking as specified in
the previous sections.

Traffic Engineering Policy
Traffic Engineering involves policies that dictate how total link capacity is divided up between
the different Classes of Service configured on that link. Traffic Engineering policies may specify
the following:
1. What is the percentage of total link bandwidth capacity allocated to each Class of Service?
2. Can the bandwidth capacity for a given Class of Service be increased or decreased
dynamically? If so, the policy needs to specify:
n. Is there a high-watermark of utilization above which bandwidth can be increased? How
large is Class of Service bandwidth allowed to grow?
o. Is there a low-watermark of utilization below bandwidth can be decreased (e.g. to
reallocate bandwidth to a different Class of Service)? If so, how small is Class of Service
bandwidth allowed to shrink?
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3. When growing a Class of Service, where does the additional bandwidth come from? Possible
options are:
p. From the Best Effort Class of Service only
q. From a specific Class of Service (e.g. the next lower-priority Class of Service).
r.

From all lower priority classes evenly

s. From all other classes evenly
4. When attempting alternative routes (other than the least-cost route created by standard
routing protocols) policy could specify approaches for trying alternate routes:
t.

How many alternate routes are considered?

u. Are end-to-end routes considered, or does the Traffic Engineering module only make
localized decisions at specific congestion points where multiple alternative paths to the
destination are available?
Many more policy options are possible. Those are left to vendor-specific implementations of the
Automated QoE Service.
v. Class of ServiceClass of ServiceClass of ServiceFrom reserve physical underlay?

9. Operations
In order to support the flows outlined above, the Automated QoE Service needs to support a
number of operations. These operations can be defined based on at least two different
viewpoints:
1. A “session” point-of-view that makes the Automated QoE Service aware of sessions that are
admitted on the network and specifies the appropriate QoS treatment for those sessions.
2. A “policy” point-of-view that exposes functionality to manage QoS policies directly.

Session-Based Model
Session-based operations inform the Automated QoE Service of each session (and their
associated flows) dynamically as they are admitted on the network. These operations are
initiated by the UC&C infrastructure and sent to the Automated QoE Service. Session-related
operations follow a standard CRUD (create/read/update/delete) model where each of the
operations takes a “session” parameter that uniquely identifies the session on the network. This
session parameter contains the media flows for the session and the associated treatment that
specifies how the UC&C infrastructure would like the SDN controller to handle these flows. In
the context of this document, the treatment will typically refer to the requested QoS treatment
that the UC&C infrastructure would like to be applied to the flows, but we expect the same
model to apply to Admission Control and Traffic Engineering policies as well.
When specifying the requested QoS treatment, the UC&C application will indicate for each flow
the application class for the flow and the amount of bandwidth required for the flow. It is then
up to the Automated QoE Service to translate requested application classes into the network
QoS parameters such as DSCP values. The specifics of this translation are outside the scope of
this document, but will take into account requirements for limiting latency, for limiting jitter,
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and limiting packet loss as applicable (for example, jitter may not be relevant to signaling
traffic).
Using this model, the UC&C infrastructure will not be able to directly program the low-level QoS
markings that are to be used for the flows. While allowing applications to program DSCP
markings on flows may be attractive for maximum flexibility, it relegates decisions about QoS
markings to the UC&C application, which implies that QoS policies are managed in the
application layer. This is not the best approach when multiple UC&C applications are deployed
and QoS has to be managed across those multiple UC&C applications and different network
technologies that may only support a subset of Classes of Service. It is preferred to manage QoS
policies in the Automated QoE Service based on administratively assigned policies.
Each operation returns a response that indicates whether the request was successfully executed
or not. In case of a failure, an error code is returned that indicates the nature of the error. In
case of successful execution, the SDN Controller returns information about the actual
“treatment” that was applied to the flows in the session.
Note that the actual treatment may differ from the requested treatment because of policies in
the Automated QoE Service or because the “weakest link” in the path may prevent the
requested treatment from being applied. Therefore, the Automated QoE Service will return the
actual QoS treatment that was applied. In addition, the information contained in the response
may include low-level network information that cannot directly be programmed by the UC&C
infrastructure, but that may be required by UC&C endpoints to take optimal advantage of the
configured network QoS parameters. For example:
•
•

UC&C applications may need to know exact DSCP values programmed on the network
elements so these can be mapped to Wi-Fi Multimedia (WMM) markings on Wi-Fi networks.
In addition, this allows the UC&C infrastructure to configure a trusted UC endpoint (e.g. an
IP phone) to use this DSCP value for its media and avoid the need for static configuration of
UC&C endpoints. Endpoint configuration of DSCP values may be necessary in environments
where voice and video traffic traverses a number of legacy network elements before
reaching a network element that is under SDN control.

Aside from requests initiated by the UC&C applications, the Automated QoE Service can also
send events asynchronously to the UC&C applications to notify them of changes in the
underlying network. For example, as described earlier, starting a new high-priority session may
require reallocation of bandwidth resources that were previously assigned to lower-priority
sessions. The Automated QoE Service notifies the UC&C infrastructure of changes in allocated
bandwidth or QoS treatment through asynchronous event reports. These event reports include
the same information as what is returned in response to a request initiated by the UC&C
infrastructure.
Based on this discussion, the session-based model includes the following requests:
session_start(session)

This request allows the UC&C infrastructure to signal the start of a session to the
Automated QoS Network App. The session argument includes the requested QoS
treatment for this session.
session_read(session)

The UC&C infrastructure uses this request to obtain information about a specific session
from the Automated QoE Service.
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session_update(session)

The UC&C infrastructure uses this request to inform the Automated QoE Service of
updated session attributes.
session_end (session)

The UC&C infrastructure uses this request to inform the Automated QoE Service that a
session has ended.
on_session_change(session)changed(), session)

A callback function is registered to send notifications on session changes.
In addition, the session-based API includes the following asynchronous event:
session_changed(session, reason)

An asynchronous notification that is sent by the Automated QoE Service to inform the
UC&C infrastructure that QoS treatment of a session has changed.
Note that the information model proposed in this document can be implemented using a variety
of mechanisms. Recommendations for implementations are outside the scope of this document.

Policy-Based Model
Whereas the session-based model is dynamic in nature and operates on sessions that group
multiple media elements, each with associated flows, the policy-based model is static and
programed up front. Using this model, the UC&C infrastructure requests that the Automated
QoE Service install policies on the network to apply specific QoS treatment to groups of flows,
independent of whether these flows are part of the same session or not. This makes a policybased model more appropriate for short-lived flows such as the flows associated with signaling
traffic.
Like the session-based model, the policy-based model uses create/read/update/delete
operations as follows:
policy_add(policy_element)

The UC&C application uses this request to create a new QoS policy in the Automated
QoS Network Service. The policy element argument includes the requested QoS
treatment for the flows specified in the policy element
policy_read(policy_element)

The UC&C application uses this request to obtain information about a specific policy
from the Automated QoE Service.
policy_update(policy_element)

The UC&C application uses this request to request that the Automated QoE Service
update attributes associated with a specific policy element.
policy_delete(policy_element)

The UC&C application uses this request to remove a specific QoS policy element from
the Automated QoE Service.
In addition, the policy-based API includes the following asynchronous event:
policy_applied(session)

An asynchronous notification that is sent by the Automated QoE Service to inform the
UC&C application that QoS has been applied to a specific session. This allows the UC&C
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applications to take any necessary actions (e.g. start marking the new traffic with the
correct markings for Wi-Fi)
There might also be a need to install a callback for notifications to UC&C applications in the
event of policy changes made on the Automated QoE Service administratively. This may be
informational only since the UC&C application might not be able to act on such a change
(depending on privileges and scope of changes).

10. Information Model
Session-Based Information Model
Operations that communicate information about the sessions admitted on the network include
the information elements shown in Figure 13. Note that the tree representation in this figure is
intended to show a hierarchical breakdown of the top-level session element (as opposed to a set
of tables in a relational database). In this figure, information elements that are linked into the
tree using dashed lines are optional. Individual fields that are shown in blue are optional as well.
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IP address type
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Source IP address
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Figure 21.

Session-Based Information Model

The following describes each of the sub-elements in detail:

Session Element
This section describes information elements sent by the UC&C application to the Automated
QoE Service. Each of the requests sent to the app includes an information element related to
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the session as a whole. In the information model presented here, a session refers to a
connection between two user agents. These user agents could be end-user devices (such as VoIP
phones, UC&C soft clients, telepresence systems, etc.) or infrastructure components (such as
audio bridges, multipoint control units (MCUs), video routers, gateways, etc.) Using this model,
a multi-party call or conference is represented by multiple sessions, one for each participant in
the conference, since each conference participant establishes a separate session with the
conference bridge. Sessions belonging to the same multiparty conference share the same
group field that uniquely identifies the conference. Detailed session information is as follows:
Name

Type

Cardinality

Description

Description

String

0..1

Human-readable field that describes the type
of session (e.g. Lync Conference Call)

Start Time

Timestamp

1

Time when the session started (for example,
this could be UTC time with resolution of
seconds).

Session

Session ID

1

Uniquely identifies the session. This can be
used for grouping media elements that
belong to the same session.

Group

Group ID

1

To support conference calls consisting of
multiple sessions.

User

User Element

0..2

Optional media elements describing one or
both of the users involved in the session to
allow SDN controllers to implement userbased policies.

Media

Media Element

1.. n

Information element describing the various
media flows in the session and the
corresponding QoS treatment.

User Element
Information elements related to each of the users associated with a session.
Name

Type

Cardinality

Description

User Name

String

1

String name that uniquely identifies the user.

User ID

String

1

User ID that uniquely identifies the user.

Realm

String

1

String that represents the domain in which
the user ID is relevant (e.g. in support for
multi-tenant environments)

Media Element
Information elements related to each of the media flows associated with a session and the
corresponding QoS treatment.
Name

Type

Cardinality

Description

Page 41 of 47

Description

String

0..1

Human-readable field that describes the type
of flow (e.g. G.711 audio)

Flow

5- Tuple

1

5-Tuple that uniquely identifies the flow.

User ID

String

1

To correlate this flow with the user from
whom this flow originates.

QoS Requested

Requested QoS
Element

1

Desired QoS treatment for this flow.

QoS Granted

Granted QoS
Element

1

Applied QoS treatment for this flow

Age-out Timer

Timer

0..1

Optional timeout value that specifies how
long the flow can be inactive before the SDN
controller determines to remove it (for
example, the units could be in seconds).

Flow Element
The following information elements uniquely identify flows:
Name

Type

Cardinality

Description

IP Address Type IPv4 or IPv6

1

Specifies whether IPv4 or IPv6 is used.

Source IP

IP Address

1

Source IP address for the flow

Source Port

IP Port

1

Source IP port for the flow

Destination IP

IP Address

1

Destination IP address for the flow

Destination
Port

IP Port

1

Destination IP port for the flow

Transport

Transport Type

1

Transport protocol used for the flow

Note that for video, some packets may be more important than others, e.g. the base layer in
H.264 SVC (Scalable Video Coding). If different QoS treatment is required for different layers in
a given video stream, the UC&C infrastructure needs to use several network flows with different
UDP or TCP ports for the different layers to allow the Automated QoE Service to uniquely
identify and differentiate between these layers.

QoS-Related Information Model
When specifying the requested QoS treatment, the UC&C application uses the Requested QoS
information element as follows:
Name

Type

Cardinality

Description

Class

Application
Class

1

Application class for the specified flow

Avg Bandwidth

Number

1

Average bandwidth used by the flow (in kb/s)

Min.

Number

0..1

(Optional) minimum bandwidth required by
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Bandwidth
Max.
Bandwidth

the flow (in kb/s)
Number

0..1

(Optional) maximum bandwidth allowed for
the flow (in kb/s)

Application Class
The Application Class Information Model is as follows:
Name

Type

Cardinality Description

Value

Enumeration [
Interactive Voice
Interactive Video
Interactive Multimedia
Broadcast Video
Streaming Multimedia
Signaling
Transactional
Bulk Data
Best Effort
Scavenger
]

1

- Interactive Voice - Enterprise Voice, IP
Telephony, Audio Conferencing (sensitive
to latency, jitter, packet loss)
- Interactive Video - Real-time video
conferencing, Telepresence (sensitive to
latency, jitter, packet loss)
- Interactive Multimedia – Desktop Sharing,
Virtual Collaboration, interactive multiplayer gaming
- Broadcast Video – Broadcast/multicast
video, video surveillance (typically oneway video, sensitive to packet loss)
- Streaming Multimedia – Streaming video,
streaming audio, YouTube, Pandora
(typically uses client-side buffering and can
retransmit lost packets)
- Signaling - Call Signaling (e.g. SIP, H323)
- Transactional - Latency sensitive data
applications
- Bulk Data - Email, file transfers, software
updates, and backups
- Best Effort - Default service
- Scavenger - Low priority traffic, below best
effort

In response to these requests, the Automated QoE Service sends responses back to the UC&C
infrastructure that contain the Granted QoS treatment applied to each of the flows. These
information elements look as follows:
Name

Type

Cardinality

Description

Actual Class

Application
Class

1

Actual class for the specified flow

DSCP

Number

1

DiffServe Code point for the flow in decimal

Actual
Bandwidth

Number

1

Actual bandwidth allocated for the flow (in
kb/s)

Return Codes Information Model
Information returned by the Automated QoE Service to the UC&C infrastructure may contain:
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1. Errors to indicate a failed operation.
2. Reason to provide context to asynchronous events.
Errors and reasons both use the Return Code information Model:
Name

Type

Cardinality

Description

Return Code

Enum

1

Standard return code

Return String

String

1

Human-readable string providing additional
context

Additional Considerations
The Session-Based Information Model may need to take additional considerations into account:
1. The information model may need to include an element that indicated whether silence
suppression is being used so that the bandwidth parameters can be handled accordingly.
2. Is there a need to specify that multiple media streams need to remain synchronized?
3. Is there a need to specify that different media flows need to take the same path?
4. Is there a need to specify that packet order is important and needs to be maintained (e.g. to
compensate for lack of jitter buffer)?

Policy-Based Model
The policy-based information model is very similar to the session-based model, with the
following exceptions:
1. There is no longer a need for per-session-related information elements. Instead, policies
apply directly to flows.
2. Flow-related media elements need to allow for ranges and wildcards in IP address and IP
port fields.
The resulting information model is shown in Figure 22. As before, optional fields are shown in
blue.
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Figure 22.

Policy-Based Information Model

Specific information elements are as follows:

Policy Information Element
Policy Information elements specify the group of flows to which the policy applies and the
requested QoS treatment for this group of flows. The information elements to specify requested
and granted QoS treatment are identical to those used in the session-based information model.
Name

Type

Cardinality

Description

Realm

String

1

Uniquely identifies the tenant to which the
policy applies

Flow

Flow Spec

1..n

flow specs that identify the flow ranges to
which the policy applies

QoS Requested

Requested QoS
Element

1

Desired QoS treatment for this policy.

QoS Granted

Granted QoS
Element

1

Applied QoS treatment for this policy.

Note that in this model, it is possible to specify overlapping flow ranges. How the Automated
QoE Service resolves overlapping ranges is an implementation issue and outside the scope of
this document.
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Flow Spec Information
Whereas Flow information elements uniquely identify individual flows, Flow Spec Information
elements identify groups of flows by allowing wildcards and ranges when specifying IP addresses
and ports:
Name

Type

Cardinality

Description

IP Address Type IPv4 or IPv6

1

Specifies whether IPv4 or IPv6 is used for this
flow range

Source IP
Range

IP Address
Range

1

Source IP address range for the flow

Source Port
Range

IP Port Range

1

Source IP port range for the flow

Destination IP
Range

IP Address
Range

1

Destination IP address range for the flow

Destination
Port Range

IP Port Range

1

Destination IP port range for the flow

Transport

Transport Type

1

Transport protocol used for the flow

Note that with this information model, different flow specs are required for IPv4 and IPv6
ranges. It is not possible to mix IPv4 and IPv6 in the same flow spec.
Different transport types also require different flow specs. For example, if the policy allows both
UDP and TCP signaling (TLS), different flow specs are required: one for UDP and one for TCP.
The Requested QoS Information Element is as follows:
Name

Type

Cardinality

Description

Class

Application
Class

1

Application class for the specified flow

Avg Bandwidth

Number

1

Average bandwidth used by the flow (in kb/s)

Min.
Bandwidth

Number

0..1

(Optional) minimum bandwidth required by
the flow (in kb/s)

Max.
Bandwidth

Number

0..1

(Optional) maximum bandwidth allowed for
the flow (in kb/s)

In response to these requests, the Automated QoE Service sends responses back to the UC&C
infrastructure that contain the Granted QoS treatment applied to each of the flows. These
information elements are as follows:
Name

Type

Cardinality

Description

Actual Class

Application
Class

1

Actual class for the specified flow

DSCP

Number

1

DiffServ Code point for the flow
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Actual
Bandwidth

Number

1

Actual bandwidth allocated for the flow (in
kb/s)
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12. About the SDN Activity Group
Today many enterprises worldwide are retooling their voice environments to Unified
Communications (UC) as it provides many end-user productivity advantages over traditional
TDM voice or VoIP. Unfortunately, anecdotal evidence suggests that many UC deployments
suffer from a variety of quality and reliability issues: users may have problems establishing voice
or video calls, and when calls are established they occasionally suffer from poor audio quality,
from pixelated, intermittent, and low-quality video, or from poor interactivity. These quality and
reliability challenges prevent customers from realizing the full value of their UC deployments.
Information from UC systems that include Quality of Service (QoS) monitoring capabilities
suggest that 60% to 80% of (QoS) problems are caused by issues with the underlying network. In
practice, troubleshooting UC network issues is a non-trivial task and when issues have been
identified, addressing them often requires infrastructure upgrades or network reconfigurations,
all of which have a significant negative impact on total cost of ownership.
The IMTC UC SDN program investigates the use of Software-Defined Networking (SDN) as a
solution to these quality challenges . By allowing UC infrastructure to dynamically interact with
the network we aim to ensure that application-level quality and performance requirements can
be met by the underlying network infrastructure. The UC SDN program engages in the following
tasks:






Define use cases
Analyze SDN capabilities
Define a UC SDN framework
Define any APIs required
Define a certification program
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